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Statistical Inference on Measures of Lineup Fairness
Colin G. Tredoux1

Psychological research on eyewitness testimony has made important contributions to
the measurement of lineup fairness. The mock witness task, and measures of functional
size, effective size, and diagnosticity have proved useful both in application to real-world
problems and to ongoing research aimed at the optimization of criminal investigation
techniques. However, these measures are typically used in the absence of any inferential
statistical considerations. This is unfortunate, since the mock witness task relies on an
implicit probability model. An attempt is made in this paper to identify a suitable formal
probability model for the mock witness task, and suggestions are made with respect to
how to reason inferentially about many of the lineup measures developed in psycholegal
research. It is important to reason inferentially about these measures, and a failure to
do so may mislead those to whom measures of lineup fairness are presented.

One of the methods commonly used by law enforcement agencies to adduce and
test evidence of person identification is the lineup. Witnesses to crimes are shown
a collection of people and asked, if they consider themselves able, to point out the
guilty party. Typically, one member of the lineup is suspected by the police, and
the rest are innocent foils. This method has been in use in many countries for over
a century (Shepherd, Ellis, & Davies, 1982), but it is far from perfect. Legal commissions have investigated its faults (Devlin, 1976), and both legal and psychological
analyses abound (Sobel and Prigden, 1982; Wells, 1984, 1988; Williams & Hammelmann, 1963). Legal psychologists have contributed an especially valuable corpus
of research concerning the development and evaluation of measures of lineup fairness (for reviews see Malpass, 1981; Malpass & Devine, 1983). Measures proposed
thus far are usually of a descriptive nature, and little has been written about their
inferential use. In this article I investigate some commonly used measures, and suggest ways in which inferential statistical considerations may improve their usefulness. I argue that it is important to develop ways of reasoning inferentially about
the measures, and I show a few consequences of not doing so.
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DEPARTURE FROM EXPECTED VALUES
The contemporary interest in measures of lineup fairness stems in large part
from an article published by Doob and Kirshenbaum (1973) in which they reported
the results of an unusual experiment. The experiment tested a police lineup used
in a Canadian case, for fairness. The case turned on an identification made by a
single eyewitness. The authors questioned that the eyewitness in the case was able
to make an identification at a parade, given the fact that the only physical description that she was able to provide to the police was that the perpetrator was attractive. Doob and Kirshenbaum suspected that the witness was basing her
identification on, at best, partial memory of the suspect,2 or at worst, on her own
description to the police. In the first stage of the study, 20 subjects who were blind
to the identity of the suspect were asked to rate the members of the parade for
attractiveness. The suspect received a substantially higher mean attractiveness rating
than any of the foils, suggesting that the suspect was distinctive, and could well be
selected by a witness who remembered only that the perpetrator was attractive. In
the second stage of the study, Doob and Kirshenbaum showed a photograph of
the identification parade to 23 mock witnesses (witnesses who had not been present
at the original crime), along with the description of the suspect given to police by
the witness. They reasoned that subjects who were not present at the crime should
not be able to identify the suspect with a probability exceeding that expected on
the basis of random selection (I/number of lineup members = 1/12 = 0.083). Sixtyfour percent of the mock witnesses selected the suspect. Doob and Kirshenbaum
reported that the probability of this occurring is less than 0.001, and concluded
that the lineup was biased.
Doob and Kirshenbaum suggested that this method—which has come to be
known as the method of the mock witness—could be used in general to assess the
fairness of identification parades. The method posits that a lineup is fair when the
proportion of mock witnesses choosing the suspect does not exceed that expected
on the basis of mere random choice. Doob and Kirshenbaum report a probability
value to support the conclusion they make in their study, but they do not recommend
a general method for determining when the proportion exceeds that expected on
the basis of random choice. I suggest that the following conceptualization provides
a suitable probability model of random mock witness choice, and can be used to
evaluate the proportion of suspect identifications against a suitable null hypothesis.
• There are N mock witnesses, and there are k lineup members. The
probability that a witness will choose the suspect, given that the choice is
made randomly, will be Ilk.. We assume that witnesses choose
independently of each other. Then each individual witness choice can be
thought of as a Bernoulli trial, with probability of success = 1/k. The
number of trials, q, in which a successful choice is made will take the
binomial probability distribution, i.e., the number of correct identifications
will be distributed as
2A

term coined by Doob and Kirshenbaum (1973).
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The cumulative distribution of q will take the form of the cumulative
binomial distribution, i.e.,

The cumulative distribution gives the probability that 1 witness, or 2
witnesses, or 3 , . . . , or t identified the suspect just by chance.
For Doob and Kirshenbaum's experiment, where 11 out of 21 mock witnesses
identified the suspect, the exact probability that this occurred is 1.96 x 10-7, and
the probability that 11 or more of the mock witnesses identified the suspect is 2.15
x 10-7. This value is very small, and indicates the low likelihood of 11 random
choices of the suspect.
The calculated values in (1) and (2) can, of course, always be compared to a
conventionally agreed upon level of significance, but the exact probability is more
informative. Both distributions are available as functions in many commercially
available software packages.
In Table 1, frequencies are reported for several hypothetical lineup configurations, and visual inspection of the probabilities calculated under (1) clearly reflects
the bias against the suspect in each.
There are other methods of evaluating the number of suspect identifications
made by mock witnesses. Malpass and Devine (1983) and Buckhout, Rabinowitz,
Alfonso, Kanellis, and Anderson (1988), for example, used a z test to compare the
observed proportion of witness choices of the suspect to that expected under an
equiprobability model. It is a simple enough task, but it relies on the fact that the
normal distribution is the limiting distribution of the binomial: the approximation
is good for large samples, but may not be very good for small samples, especially
when the parameter 1/k is small. In mock witness experiments one or both of these
conditions may not be true: Doob and Kirshenbaum (1973), for example, used 21
subjects, and there were 12 lineup members (i.e., 1/k = 0.083). In most cases it is
probably better to use (1) above to evaluate the rate at which mock witnesses identify the suspect. It yields an exact probability estimate, and the underlying probability model accurately represents the nature of the mock witness task.
But there is a more general disagreement with the z-test comparison, which
applies equally to the method suggested in (1) above. Wells, Leippe, and Ostrom
(1979) argue that the z test of equivalence used by some researchers to compare
the proportions of identifications suffers from a dependence on sample size. In
order to conclude that a lineup is biased, researchers would simply need to obtain
a sufficiently large sample and conduct a mock witness evaluation of the lineup.
Consequently, we need to view claims of bias supported by mock witness tasks with
extreme caution. This argument is correct, but it applies to almost all instances of
significance testing, and not merely to significance test evaluation of lineups. The
appropriate use of the mock witness task is dependent on the good judgement of
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'ftble 1. Suspect Identification Probabilities in a Number of
Hypothetical Lineups
Lineup member
a
b
c

I

2

3

4*

5

6

Probability

6
8
1

4
9
3

7
8
4

30
10
10

9
9
1

4
6
I

3.62 X 10-9
0.12
0.0005

Note. Data in this table are presented under the assumption that the
'not present' option was unavailable in the lineup tasks. This does
not materially alter the calculation of the probability. Asterisk
indicates suspect.

the researchers who apply it, and this is most certainly true of any inferential statistical procedure.
FUNCTIONAL AND NOMINAL SIZE
The intention of Doob and Kirshenbaum's study was to provide a measure of
lineup fairness. Information regarding lineup fairness is provided to some extent
by the proportion of mock witnesses who identify the suspect, but it is certainly
not complete. An important additional feature of a lineup appears to be the number
of plausible foils that it contains. If some members of the lineup are implausible,
then the expected proportion of accurate mock witness identifications should perhaps be calculated as 1/k', where k' is the number of plausible lineup members.
Wells et al. (1979) coined the term functional size to deal with this type of
situation. Functional size is intended to provide an index of the number of plausible
lineup members, and is therefore also a measure of lineup fairness. The measure
relies on the mock witness task introduced by Doob and Kirshenbaum, but avoids
problems posed by null and perfect foils.
Doob and Kirshenbaum's (1973) measure of fairness is insensitive to null and
perfect foils. In a lineup consisting of nine foils and the suspect, by Doob and
Kirshenbaum's standard of fairness we expect that the suspect will be identified
with probability = 1/10. However, if five valueless foils are added to the identification parade (valueless in the sense that they are so unlike the original description
that they have an irrelevant probability of selection), this probability will be 1/15,
suggesting that the additional foils have decreased the likelihood that the suspect
is identified. This is not the case, by definition, and casts some doubt on the value
of the assumption of equiprobability. An argument with an analogous conclusion
can also be made for the case of perfect foils (foils chosen at rates equivalent to
chance expectation).
Wells et al. (1979) suggest an alternate measure, which attempts to avoid some
of these problems. The measure is defined as D/N (where D is the number of mock
witnesses who choose the defendant, and N is the total number of mock witnesses),
and represents the proportion of mock witnesses who identify the suspect. It is not
affected by the problem of null and perfect foils, since it depends only on the fre-
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Table 2. Functional Size in a Number of Hypothetical Lineups
Lineup member

d
e
f

1

2

3

4*

5

6

5
8
1

3
9
3

6
8
20

30
10
10

9
9
21

3
9
4

Not
Functional
present
size
4
7
1

2
6
6

Note. Asterisk indicates suspect.

quency with which the defendant is identified, and not on the size of the lineup.
Wells et al. (1979) suggest that the measure has a useful interpretation when transformed to its reciprocal (N/D), which is the number of functional members of a
lineup, hence the term functional size. It is this index that they suggest as a measure
of lineup fairness. When functional size and nominal size are identical, the lineup
is clearly fair, but this should not be taken as a necessary or sufficient condition
of fairness. (It is possible, for example, that a 10-person lineup with a functional
size of 6 could be considered fair, especially if the minimum legally acceptable
lineup size is 6. It should in addition be noted that lineup fairness also depends
on lineup procedure, and not merely lineup size. Thus, when biased instructions
are issued by police officers conducting lineups, acceptable functional size may offer
little protection to innocent suspects). In the hypothetical lineups d and e of Table
2, which represent lineups with clearly divergent numbers of plausible foils, functional size is 2 and 6, respectively, and this difference corresponds quite well to
the apparent difference in fairness of the lineups.
Malpass (1981) has argued that the statistic suggested by Wells et al. does not
provide an index of the size of the lineup. It is possible for the functional size of
a lineup to be identical to its nominal size and for the distribution of identifications
to exhibit a clearly different picture about the number of plausible foils. Lineup f
of Table 2 is one example (the functional size of the lineup is 6, suggesting 6 plausible lineup members). Similarly, it is possible for the functional size of a lineup
to exceed its nominal size, which seems absurd, unless we treat the measure as one
of linei'p bias, and not lineup size.3
Wells et al.'s measure of functional size is useful, and is widely used in lineup
research. It is worth considering how to reason inferentially about it. Wells et al.
(1979) think that the critical index is the observed proportion of accurate identifications (and its reciprocal). The statistical considerations outlined in (1) above
therefore also apply to the measure advanced by Wells et al. (1979). In particular,
I suggest that the most appropriate way to apply inferential reasoning here is to
express the observed proportion of accurate identifications as a confidence interval,
and then to take reciprocals of the endpoints in order to express the interval in
terms of so-called functional size. I will discuss two methods of determining a con3An

anonymous reviewer of an earlier version of this paper pointed out that in situations where
functional size > nominal size, the interpretation should be that one of the foils matches the description
of the perpetrator better than the suspect.
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fidence interval, (a) The first method is well known, relies on approximation theorems, and is appropriate for large samples:

where Z is a standard normal deviate chosen according to the desired level of confidence a, and the other terms are as defined in the discussion above.4
(b) The second method,5 improves the approximation at the cost of some computational effort:

Equation (4) gives an approximate lOO(l-ot) percent confidence interval for DIN.
An interval for functional size can be obtained in turn by taking the reciprocals of
the endpoints.6
In lineup e in Table 2, 0.17 of the mock witnesses identified the defendant
(i.e., functional size is 6), and the 95% confidence intervals around this value calculated under (3) and (4) above are (0.07; 0.26) and (0.10; 0.28), respectively. Taking
the reciprocals of the endpoints gives intervals of (3.9; 14.3) and (3.57; 10). A larger
sample would have narrowed these interval estimates considerably: indeed, the upper endpoints are impossible outcomes! (This is a failure which is attributable not
to the interval estimation, but to the measure itself. Whenever a suspect is chosen
at rates lower than expectation, functional size will be greater than the number of
lineup members.) The range of the interval indicates the importance of reasoning
inferentially about functional size. An estimate of functional size which is derived
from a relatively small sample of mock witnesses should not be accorded the same
weight as one derived from a much larger sample. Confidence intervals incorporate
just such a corrective weighting. In the absence of inferential reasoning of this kind,
a particular estimate of functional size has uncertain meaning and must be of limited value. Telling a jury that the functional size of lineup e in Table 2 is 6 without
at the same time giving an indication of the error of estimate is not completely
honest testimony.

4It

is customary to distinguish population parameters and sample estimates of the parameters at the
level of notation. I do not follow this convention on a systematic basis in this paper; I only do so
where it facilitates the clarity of the discussion. In most instances the usage I mean will be clear from
the context.
5This correction is discussed by several authors; see Hays (1994), for example.
6Rick Gonzalez of the University of Washington reviewed an earlier version of this paper, and noted
in correspondence that the transformation to reciprocals may result in biased intervals. He suggests
an alternative technique, which is to determine the interval as (1/p-e', 1/p +«'), where E' is defined
with respect to the standard error of 1/p. He has identified a potential estimator for this standard
error, but this will not be detailed here. He agrees, however, that both the method he suggests and
that outlined in this section, will work increasingly well with increasing N.
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EFFECTIVE SIZE AND DEFENDANT BIAS
Malpass (1981; Malpass & Devine, 1983), has provided a thorough analysis of
the contributions made by Doob and Kirshenbaum (1973) and Wells et al. (1979)
to the measurement of lineup fairness. In his analysis he argues for a distinction
between lineup size and lineup bias. Lineup size refers to the number of plausible
members that the lineup contains, and it contributes directly to the fairness of the
lineup by decreasing the probability that the defendant is identified by a witness
who willfully chooses at random (however unlikely this is). Lineup bias, on the
other hand, is the extent to which mock witnesses choose the defendant at rates
greater (or smaller) than chance expectation. Because both these components contribute to the fairness of a lineup, a measure of each is required.
The first measure to be considered is what Malpass calls effective size, which
is close in meaning to the measure of functional size. In order to evaluate a lineup,
Malpass argues, the critical thing to know is how many plausible foils it contains.
Although Wells et al.'s (1979) measure of functional size attempts to estimate this
quantity, it has several faults. Malpass suggests an alternative measure to functional
size, effective size:

where ot is the (observed) number of mock witnesses who choose lineup member
i; ea is the adjusted nominal chance expectation [N(l/ka)]', and ka is the adjusted
nominal number of alternatives in the lineup (original number-number of null
foils).7
The intent of the measure is to reduce the size of the lineup from a (corrected)
nominal starting value by the degree to which members are, in sum, chosen below
the level of chance expectation. As is clear from the formula, the absolute value
of the difference between observed and expected values is taken,8 and the sum is
divided by 2, in order that the calculation reflect the sum of differences where o,-e(< 0. (Malpass reasons that the important departures are those below chance expectation, since lineup members who fail to draw identifications are poor foils.)
The idea behind the measure of effective size is interesting, and importantly,
it attempts to use information regarding the distribution of identifications across
the lineup, which is necessary if we are to say something about the overall constitution of the lineup. However, there are several features which seem a bit problematic.
The first is the assumption that null foils are totally implausible—indeed, nonmembers of the lineup. This is not the case. Null foils have a positive probability
of occurring, especially when the number of lineup members is large, and the sample of mock witnesses relatively small. In Doob and Kirshenbaum's (1973) experiment, for example, there were 12 lineup members, and 21 witnesses. From (1), we
7The

notation used here differs slightly from that given by Malpass (1981), in order to remain consistent
with notation used earlier in this article.
8Since the sum of signed first-order differences is zero. Squaring the differences is an alternative method.
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can show that the probability that a particular lineup member will be a null foil
is9

The probability that there will be exactly one null foil (which could be any of those
constituting the lineup) should also be considered, and can be calculated with repeated applications of the binomial theorem

Finally, the probability that there will be at least one null foil should be determined
for the sake of completing the argument. To do this we calculate the probability
that there are 1, or 2, or/,.-, or 12 null foils in a 12-member lineup:

Clearly, the assumption that a null foil warrants discarding from a calculation of
effective size must be viewed with some skepticism. Null foils have a good chance
of appearing in distributions of identifications obtained with the mock witness task.
The chances are smaller when larger samples of mock witnesses are used, but are
only negligible when these are very large. For example, if we assume that Doob
and Kirshenbaum used 50 subjects, the probability of obtaining at least one null
foil :b:inks to 0.12, but to reduce this to, say, 0.01 would require a sample closer
to 100 subjects. Null foils should not simply be dismissed from calculations of lineup
size, since they may occur with appreciable probability. I suggest revising the definition of effective size to include null foils, i.e.,

The assumption underlying the notion of effective size is an appealing one.
One or more of the foils in a lineup may present an inadequate test of a witness
who has little more than only very general knowledge of the appearance of the
offender, and we should not take the ability of a witness to reject such foils very
seriously. The calculation of effective size acts on the assumption by reducing the
nominal size of the lineup as a function of the departure of proportionate identification of individual foils from that expected by an equiprobability model.
For many distributions of identifications the measure does seem to give an
indication of the number of foils that could reasonably be considered present. Lineups g-i in Table 3 are clear examples.
9This

calculation assumes for convenience that choosing a particuEar foil constitutes a successful trial,
and that choosing any other member of the lineup constitutes a failure.
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Table 3. Effective Size in a Number of Hypothetical Lineups
Lineup member
I

2

3

4"

5

6

E„

g
0
25
5
25
3
2
2.83
h
10
10
9
10
11
10
5.90
i
1
0
12
12
0
11
3.17
j
7
7
7
24
8
7
4.60
k
12
6
9
13
14
6
5.10
I
6
19
3
20
8
10
4.45
Note. Ea = effective size calculated with adjustment for null
= effective size calculated without adjustment for null foils.
indicates suspect.

E,,

3.00
5.90
3.17
4.60
5.10
4.45
foils. Eb
Asterisk

However, the measure also produces estimates that seem intuitively at odds
with visual inspection of particular lineup distributions. In lineup j of Table 3, for
example, effective size is 4.6. It is difficult to see what this means: clearly, foils are
drawing identifications at a rate close to the expected value, it is just that one
lineup member is drawing far more identifications than expected (indeed, is chosen
by 40% of the witnesses). If this lineup member happens to be the suspect, it is
difficult to see that a conjectured effective size of 4.6 has the meaning that is intended: a mock witness, armed with only superficial knowledge of the physical identity of the perpetrator, does not have a 0.22 (i.e., I/effective size) chance of
identifying the suspect, but indeed, is more likely to succeed closer to half the time.
The foils are not plausible, even though they are chosen at a level fairly close to
expectation. It is possible, of course, to argue—in defense of the measure—that
lineup size and lineup bias are conceptually distinct and that bias can be ascertained
separately. But it is then difficult to understand what meaning the notion of effective size has, because it does not seem to estimate the number of plausible foils.
Nevertheless, Malpass' measure of effective size is frequently used in the identification literature, and it is useful to think of how to reason inferentially about it. Unfortunately, both the measure of effective size suggested by Malpass (1981) and the
modification to the measure suggested in (5) do not easily lend themselves to known
inferential methods,10 and I am unable to make suggestions particular to the measures.
There are alternate strategies. The rationale of the effective size measure is
to reduce the nominal size of the lineup in proportion to the deviation of the observed frequencies from expectation. A related measure, with a similar rationale,
is the "index of diversity" (I), and its standardized form, the "index of qualitative
variation" (Q) (Agresti & Agresti, 1978). The measures compute the variation in
a one-dimensional array of frequencies:
10In

particular, the use of the modulus seems to render the measures intractable. It can be shown that
the size of the measures will depend on the number of observed frequencies below expectation, i.e..

where j is the number of foils chosen at rates equal to or below expectation, and other terms are
as previously defined.
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where k, N, and 0i are all as defined earlier. The value of / varies between 0 and
(k-1)/k, and O is standardized to vary between 0 and 1. The measures are at a
minimum when one array item attracts all the available responses (i.e., all mock
witnesses choose one lineup member), and at a maximum when responses are
equally distributed over array items.
Agresti and Agresti (1978) have shown how the measures / and Q can be used
inferentially, and I suggest methods whereby their results are used to find confidence intervals for estimates of the effective size of lineups, and to test for differences between independent estimates of effective size.
The variance of / can be estimated by

A large-sample11 100(1 — a) percent confidence interval for I can be estimated by
Similarly, a large-sample 100(1 — a) percent confidence interval for the difference
between two independent Fs can be estimated by

This interval can also be used to test the hypothesis that the values of / differ (the
null hypothesis is rejected if the interval contains 0).
The notion of effective size rests on an interpretative strategy: deviation from
a uniform distribution is interpreted to mean that fewer than k plausible foils constitute the lineup. Whereas Malpass' original formulation of effective size and the
modified form set out in equation (5) attempt to estimate this directly from the
departure of the distribution from uniformity, I suggest that a similar interpretation
can be achieved by determining the values of / that correspond to the presence of
m foils in a lineup with k members.12
Imagine that a k-member lineup has 1, 2, ..., or m plausible members (m <
k), and that only these members draw witness choices. Assume further that witness
choices are equally distributed across the plausible members. Now we want to calculate values of / for each of the k lineup configurations. We can show that this
"Agresti et al. contend that the approximation will be good for even moderate sample sizes, provided
none of the observed frequencies approaches N.
I restrict myself here to the measure /, for the sake of convenience. A similar argument can be made
forg.
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Table 4. Possible Values of I for Lineups Varying in Nominal Size, and in Number of Plausible Foils
n (Under Restrictive Assumptions)

1
0

2
.50

3
.6667

4
.750

5
.80

6
.8333

7
8
.8571 .8750

9
.8889

10
.90

11
12
.9091 .9167

Note. Lineups share initial sequences, so it is unnecessary to present values for different lineup sizes:
to find the value of / corresponding to the number of plausible foils, for any size of lineup, simply
read off the value. The series converges to 1 for large values of k. It is important to round to several
digits for accuracy, increasingly so with larger values of k.

will be the arithmetic sequence {(m-1)/m};^.13 Table 4 shows the possible values
of / for all possible numbers of plausible foils in lineups varying in nominal size
between 1 and 12.14
Thus, a calculated value for / of 0.8 would be interpreted to mean that there are
five plausible foils in the lineup used for the calculation. Interpretation can be made
a little easier by transforming calculated values of / directly to effective size, i.e.,

We can make this interpretation a little more rigorous, I suggest, by calculating
confidence intervals around point estimates of / and transforming upper and lower
bounds to reflect effective size. Table 6 presents point and interval estimates of I
and effective size ('£') for a hypothetical iineup.
The confidence intervals provide probabilistic evidence for the proposition that
there were fewer than five plausible lineup members. It is interesting to note that
the estimate of effective size under equation (5) is 3.65, which is very close to the
point estimate in Table 6, although this needs further exploration if we are to take
'E' seriously as an approximation of the formulations of effective size set out earlier.
The application of probabilistic reasoning to measures of effective size is important,
though, regardless of the precision of the approximation. In line with the argument
made earlier apropos of functional size, I suggest that it may be misleading to simply
present jurors (or any other interested party) with a point estimate of effective size,
because mock witness identifications are inherently prone to sampling variation,
and so, therefore, are measures of effective size. A confidence interval presents the
evidence in a more satisfactory manner.
Defendant bias
Malpass (1981) points out that effective size does not provide a measure of
bias toward the suspect, but an estimate of the number of plausible foils present

14Values

of / in Table 4 are calculated by assuming a hypothetical 'effective size', i.e., I = (m-l)/m.
The reciprocal of this—given above as (11)—therefore transforms / back to hypothetical 'effective
size'.
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Table 5. Interval Estimates of Foil Identification Proportions in a
Hypothetical Lineup
Lineup member

Observed
L
Upper bound

1

2

3

4»

5

3

24

0.06

0.32

30
0.21
0.39

33
0.24
0.422

10
0.04
0.16

o

Note. Expected proportion is 0.20. Asterisk indicates suspect.

in a lineup. Thus, it is possible for a suspect to participate in an unbiased lineup
of very small effective size. Imagine that only three members (including the suspect)
of a ten-member parade are plausible choices. If the suspect is chosen by mock
witnesses with a probability of 1/3, there is no bias toward the suspect, despite the
large number of redundant foils. We should not reject this lineup because of the
differential probability of successfully choosing the suspect, but rather because of
the increased risk that the suspect will be chosen at random from the lineup with
three effective members (i.e., at a rate of 0.3 per identification).
Bias toward (or against) the suspect is another matter. Malpass advises that,
in principle, we follow Doob and Kirshenbaum's method, which was described earlier. Here bias is equated with the departure of the proportion of suspect identifications from that expected under an assumption of equiprobability. He suggests
that the size of the lineup is better estimated by the calculation of effective size,
which I discussed at some length immediately above. Thus, defendant bias will be
measured by departures of the suspect identification probability from Ineffective
size of lineup]. The idea here is that the likelihood of being selected randomly by
a witness is less a function of the mere size of the lineup than a function of the
number of plausible foils present in the lineup.
I expressed reservations about the definition of effective size earlier, so I will
not repeat them here. I simply pause to suggest that the redefinitions offered in
(5), and (11) be used in calculations of defendant bias.
Percentage below Expectation

Malpass and Devine (1983) also suggest a method for evaluating the suitability
of individual foils, which is closely related in principle to the measure of effective
size. The critical datum for evaluating the suitability of an individual foil, Malpass
and Devine suggest, is the extent to which the foil is chosen below chance expectation in a mock witness task. Thus, if foil 1 is chosen from a ten member lineup
with some low probability, this would suggest that the foil does not adequately represent the description given to the police by the eyewitness. (The question of the
extent of departure from chance expectation is a thorny one. Malpass and Devine
suggest leaving the decision to the factfinders.)
An alternative approach to measuring parade fairness would then be to set a
minimum size criterion, and to determine whether the parade meets the minimum
size (the estimate of size would be determined by including only plausible foils—and
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the suspect—in the total). This approach would apparently be intuitively appealing
to lawyers and judges.
I suggest here that decisions about whether an individual foil meets some
minimum identification criterion should be made in terms of the probability
model underlying the nature of the mock witness task, outlined in (1) above.
This is an important consideration, since we can reasonably anticipate considerable departures from expected rates of identification, especially when relatively
small samples are used. For example, imagine that we use a lineup with ten members, a sample of 30 mock witnesses, and a minimum criterion size of 67%. Then
we can apply the cumulative binomial distribution outlined in (2) to determine
the probability that any particular foil is chosen at a rate below 0.67 of chance
expectation15:

This is a very high probability, and only a large increase in sample size will reduce
it to an acceptably low level. A sample size of 100, for example, will reduce this
probability to 0.01. But note that this is only the probability that a particular foil
is chosen at a rate below 0.67 of expectation, and the probability that at least one
foil is chosen at such a rate will be higher.
I therefore suggest that it would be inappropriate to simply disregard foils
chosen at rates below some minimum criterion. A better method may be to construct confidence intervals around the observed proportion of identifications that
each foil receives, and to apply the minimum criterion test to the endpoint(s) of
the intervals. This would have the benefit of attaching some level of probabilistic
confidence to any decisions taken about the plausibility of foils. Methods for constructing intervals for both small- and large-sample cases are presented earlier in
this paper, see (3) and (4) above. Since intervals would need to be constructed
for each foil, it is worth considering some correction for a potential increase in
the Type I error rate. A Bonferroni type correction, setting a' = a/k, is an obvious,
but conservative choice. Table 5 provides intervals for a hypothetical mock witness
response to a lineup array, without correction for a potentially increased Type 1
error rate. Two members of the lineup have intervals that fall completely below
the expected proportion of choices, and in the case of one of these the interval
falls completely below even 50% of expectation. By the preceding argument we
should conclude that two of the foils attract too few mock witness choices to be
considered plausible.
15This

calculation assumes for convenience that choosing a particular foil constitutes a successful trial,
and that choosing any other member of the lineup constitutes a failure.
is worth noting here the research by Gonzalez, Ellsworth, and Pembroke (1993), which points out
that no one has ever provided empirical substantiation of this claim. Indeed, in several experiments
conducted by Gonzalez et al. showups had a lower degree of response bias than lineups. An anonymous
reviewer, however, has drawn attention to two other studies which produced findings contrary to those
reported by Gonzalez et al. (Wagenaar & Veefldnd, 1992; Lindsay, Pozzulo, Craig, Lee, & Corber,
1997).
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Table 6. Point and 95% Confidence Interval Estimates of I and
'E' in a Hypothetical Lineup
Lineup member

1

2

3

4*

5

3

24

30

33

10

/

'E'

.7326 3.740 Point estimate
.7015 3.503 Lower bound
.7637 4.232 Upper bound

Note. Asterisk indicates suspect.

DIAGNOSTICITY AND INFORMATIVENESS
Despite the fact that the lineup has been used now for at least 100 years, its
explicit purpose has rarely been carefully examined by courts. Some commentators
assert that a lineup primarily provides protection against the suggestiveness inherent
in other methods of identification such as a direct face-to-face confrontation between the witness and suspect (Devlin, 1976)16. But what will the witness's positive
identification show in such a situation? Will it show that the witness is reliable, and
that the details of his/her testimony can therefore be taken seriously? Or will it
provide direct evidence against the suspect, in the sense that it increases the (perceived) probability that the suspect is guilty?
Both of these aims are built into the structure of the lineup. The witness is
asked to indicate the perpetrator17 from a number of foils, who are known to be
innocent of the deed in question. If the witness identifies one of the foils, his/her
evidence regarding the identity of the perpetrator is considered less reliable than
it would otherwise. The identification parade clearly serves on the one hand as a
check on witness reliability. Yet, a positive identification is also taken as evidence
against the suspect. This is clearly articulated in the approach to lineups taken by
Wells and colleagues (see especially Wells, Seelau, Rydell, & Luus, 1994), in which
lineups are considered to be tests of recognition memory. Eyewitnesses must do
more than merely identify the person who matches the original description, they
must show that they can identify the suspect among a set of people, each of whom
matches the description. The identification should be independent of the prior description, and the best way to do this is to ensure that there are foils who match
the description.
How is the value of an identification obtained at a parade to be determined
in terms of the second purpose attributed to it above? There are two distinct approaches to this question in recent psychological literature. Both approaches involve
couching the problem in Bayesian terms, but they disagree sharply about the correct
way to measure the probabilities involved. I will consider only the earlier of the
approaches here, which derives from work by Wells and his associates (Luus &
Wells, 1991; Wells & Lindsay, 1980; Wells & Turtle, 1986).18
"Typically, the witness is also warned that the perpetrator may not be in the parade. In South Africa,
for example, if a witness participating in a parade is not told this, then the parade will usually be
considered irregular (Hoffman & Zefertt, 1988).
'T'he second of the approaches can be found in papers by Navon (Navon, 1990a, 1990b).
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Table 7. Diagnosticity in a Series of Hypothetical
Parades
Lineup member
1

2

3

4*

5

6

N/P

1
5
3
6
31
8
3
4
m
8
5
6
5
2
7 2 7
n
5 33
6
31
8
3
4
3 1
6
o
6 5 6
2 5 8
8 3 7
Note. Set {1, m}: diagnosticity = [31/60]/[5/60] = 5.20.
Set {n, o}: diagnosticity = [31/60]/[25/60] = 1.24. N/P,
Not present. Asterisk indicates target.

The Diagnosticity Ratio
Weils and colleagues (Wells & Lindsay, 1980; Wells & Turtle, 1986) have devised two measures of the value of an identification. The first measure, diagnosticity,
is defined as the amount of potential impact that an identification should have in
revising one's opinion of guilt without regard to the prior estimate of guilt—how
much more likely the data are to have occurred, given the truth of one hypothesis
(that the suspect is the criminal) relative to the other19 (that the suspect is innocent^:

where ids = identification; s = suspect; and c = criminal. Diagnosticity is thus a
ratio of likelihoods: the ratio of the probability that the suspect is identified given
that he or she is guilty, to the probability that the suspect is identified given that
he or she is innocent. Note also that in order to obtain the diagnosticity measure,
rates of identification are required from parades in which the criminal is present,
and from parades in which the criminal is absent.
An example should make the meaning of the ratio clear. Table 7 presents the
distribution of witness20 choices in two sets of identification parades; in one of the
parades in each set the suspect is guilty (parades 1 and n), in the other the suspect
is innocent (parades m and o). In the first set of parades, the suspect is 6.2 times
more likely to be chosen when she or he is the criminal than when she or he is
innocent. The identification parade is said to be diagnostic of the suspect's guilt.
In the second set of parades, the suspect is only 1.24 times more likely to be chosen
when guilty than when innocent, and the parade is thus not very diagnostic of the
suspect's guilt.
The absolute size of the diagnosticity ratio is thus the measure of the lineup s
value, taken independently of all other things that have a bearing on the case. It
has been used in the psychological literature in order to compare the relative success of structural alterations to lineup practice (Lindsay & Wells, 1985; Melara, De
Wit-Rickards, & O'Brien 1989). Valuable as the measure may be, little has been
"The hypotheses make up a statistical partition (i.e., they are mutually exclusive and exhaustive).
that real witnesses, and not mock witnesses, are the witnesses of interest here.

20Note
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Table 8. Design Used to Empirically Derive Measures of
Diagnosticity

Identifies suspect
Identifies foil, or n/p
Total

Perpetrator
present

Perpetrator
absent

n11
n21

"12
"22

n+l

n+2

Total
"]+
n2+
n ++

Note. + notation is used to indicate summation across rows
(r+) and columns (+c).

written about its statistical properties. This is a significant failing, which clearly hampers research in the area.
There are several ways of conceptualizing the diagnosticity ratio that allow testing the ratio for statistical significance. I suggest one such model here.
In order to derive a diagnosticity ratio, a researcher conducts an experiment
in which witnesses to a (staged) crime are randomly assigned an identification parade either containing the perpetrator or not containing the perpetrator. Diagnosticity is calculated as the ratio of the probability of identifying the suspect (also
the perpetrator) in the perpetrator-present lineup to the probability of identifying
the suspect in the perpetrator-absent lineup. Wells and colleagues apply a Bayesian
analysis in order to evaluate the ratio of likelihoods, but I suggest an alternate
conceptualization. The experiment can be represented as a cross-tabulation, as in
Table 8, where ceil counts represent observed frequencies (nij). The diagnosticity
ratio (d) is (n11/n+1)/(n12/n+2)i which is a ratio of (estimated) conditional probabilities. It is equivalent to an index widely used in biostatistics, called relative risk,
since it expresses the probability that a guilty suspect is identified, relative to the
risk that an innocent suspect is identified. When diagnosticity is 1.0, the events are
equally likely; departure from 1.0, on the other hand, reflects the degree to which
events are not equally likely.
I suggest one way of reasoning inferentially about the diagnosticity ratio. The
method is applicable in the case of large samples, and employs corrections to increase approximation accuracy for small samples. Alternative methods are available,
and these generally improve the approximation, but the labor involved in deriving
the relevant confidence intervals is much greater. I refer interested readers to more
comprehensive discussions by Agresti (1990), and Rothman (1986).
We assume that the columns of Table 8 represent independent binomial samples, with probability of success = pt/i. This assumption allows us to determine an
expression for the sampling error of the diagnosticity ratio, and to construct a confidence interval. I will not show the derivation of either here, since both results
are reported elsewhere (Agresti, 1990)
The diagnosticity ratio is asymmetrical, and a log transformation to symmetry
is therefore a useful preliminary step. However, ln(d) will be undefined when either
of n11/n+1 or n12/n+2 is zero. A correction for this is to add 0.5 to each of the
frequencies in the calculation of the diagnosticity ratio:
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A maximum likelihood estimator of the asymptotic standard error for d' is given
by

A 100(1 - a)% confidence interval for ln(rf'/ is given by

The endpoints of this interval can be exponentiated in order to transform the interval back into the metric of the diagnosticity ratio. The hypothesis that the ratio
differs from 1 (i.e., d' = 1, or, in log terms, In(d') ^ 0), can be tested at significance
level a by determining whether the confidence interval contains 1.
Using (12)-(14), we find that the diagnosticity ratios presented in Table 7 have
95% confidence intervals of (3.98; 8.16) and (0.86; 1.77). Since the interval for the
second ratio includes 1, we should perhaps treat the suspect-present lineup on which
it is based as providing us with no more evidence about the suspect's guilt than
the suspect-absent lineup.
Differences between Independent Diagnosticity Ratios
Diagnosticity ratios are frequently used to compare the effect of independent
manipulation of lineup characteristics. Thus, Lindsay, Lea, and Fulford (1991) compared diagnostieity ratios of lineups in which the presentation of lineup members
was sequential or simultaneous, or a combination of both. The difference between
diagnosticity ratios will of course be subject to random sampling variation, just as
individual diagnosticity ratios are. Comparisons would be aided by placing some
probabilistic confidence in the size of the difference.
In this section I suggest a test for the difference of two diagnosticity ratios, or
the homogeneity of more than two diagnosticity ratios. The approach I take is based
on that outlined by Rothman (1986, pp. 220-233) apropos of assessing the homogeneity of relative risk effects.
Imagine that there are k independent diagnosticity ratios. Each diagnosticity ratio
d is transformed to ln(rf).21 Then the approximate variance of ln(rf) is given as

21Note

that the addition of 0.5, used as a correction in (12), is not used here. The method is therefore
only applicable to sets containing nonzero diagnosticity ratios. A simple correction should be feasible,
but is not investigated in this paper.

234

Ttedonx

where the notation is the same as that used in Table 8; i is the ith diagnosticity
ratio.
In order to obtain a pooled estimate of the diagnosticity ratios, we use a weight
for each ratio that is equal to the inverse of its variance:

Then the pooled estimator is

The homogeneity of the set of diagnosticity ratios can be tested by computing the
summed squared distance of each ratio around the pooled estimate, where individual ratios are weighted by their variances. The result is a x2 deviate, with k-\ degrees
of freedom, i.e.,

Better approximations arc available, but at the cost of considerable computational
effort. Rothman (1986) outlines several alternatives, based largely on maximum
likelihood methods.
By way of example, Table 9 reporis three diagnosticity ratios obtained by Lindsay et al. (1991a), and the results of a test for homogeneity of the ratios. (The test
for homogeneity is provided as an example only—the diagnosticity ratios determined by Lindsay et al. were not independent.)
The analysis suggests that the differences between the three diagnosticity ratios
are not simply a function of random sampling variation. Standardized residuals
could be examined in order to identify particularly salient deviations from the
pooled estimate: in Table 9 it is clear from the individual diagnosticity ratios that
the sequential parade has the largest associated ratio.
In the absence of an inferential basis the comparison of diagnosticity ratios is
a questionable business. Differences in absolute magnitude may arise from sources
other than real differences in lineup technique: framing the comparison in probability terms goes some way toward bolstering comparisons.

DISCUSSION
I have made several suggestions in this paper aimed at sharpening the usage
of existing measures of lineup fairness and informativeness. There is little formal
consideration in the psychological literature of the application of inferential rea-
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Table 9. A Test of the Homogeneity of Three Diagnosticity Ratios
Lineup method

Diagnosticity (d)
In(rf)
Var[ln(d)]

Simultaneous

Sequential

Simultaneous
& sequential

2.84
1.04
0.16

9.34
2.23
0.18

2.58
0.95
0.04

Note, d = 3.19; x2 = 7.55, p < .025. Data taken from Lindsay et al.
(inoia).

soning to lineup tasks, and yet most measures of fairness derive their meaning from
a probabilistic assumption. This failure is significant.
Measures of lineup fairness are generally based on the mock witness task, devised by Doob and Kirshenbaum (1973). This task requires that subjects blind to
the identity of the suspect attempt to guess the suspect from an array of lineup
members. Inferences are made regarding the fairness of the lineup depending on
the departure of the suspect identification probability from expectation, which is
determined under an assumption of equiprobablity: that is, mock witness identifications are assumed to be random across foils. Since mock witness identifications
are assumed to be random, the number of identifications of the suspect will show
the effects of random sampling variation. This is as true of the mock witness task
as it is of a coin-tossing experiment. Just as we would be loathe to interpret the
outcome of a coin-tossing experiment without some explicit probability theory, so
we should hesitate before interpreting the outcome of mock witness tasks. We
should also hesitate before interpreting measures of fairness derived from the task,
which include the widely used functional and effective sizes.
I have suggested ways here of thinking inferentially about these lineup measures. In the first place the mock witness task is conceptualized in terms of a simple
binomial probability model, which allows the calculation of exact probabilities associated with identifications of the suspect. This conceptualization allows us to postulate inferential methods for the interpretation of measures of functional and
effective size. Without these methods, there are problems for both research and
application. Estimates of functional and effective size have been used to evaluate
the fairness of lineups used in basic research, but it is not clear that fairness can
be evaluated in this way without an appropriate theory of its statistical variation.
This problem is emphasized in applied legal settings, where the measures in question have been used by expert witnesses to support fairness evaluations of police
lineups (see Buckhout et al., 1988). If an expert witness claims, on the basis of a
mock witness evaluation of a police lineup, that the effective size of the lineup is
6, this may be misleading, particularly if the sample of mock witnesses is relatively
small, and the lineup size relatively large. I have suggested ways in this paper in
which estimates of functional and effective size are rephrased as confidence intervals. This would not, in my opinion, confuse jury members or legal personnel, since
quantification and reporting of measurement error are commonplace in the press,
particularly in relation to opinion polls. It would have the benefit, though, of making
evaluations of lineup fairness more rigorous, especially since these evaluations
would be tied more directly to the probability models implicitly underpinning them.
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Most of the measures of lineup fairness and informativeness were developed
under the assumption of a simultaneous lineup structure: that is, witnesses view an
array of people, presented simultaneously, and attempt to choose the perpetrator,
if they feel he or she is present. Lindsay, Wells, and colleagues have shown very
convincingly that if the structure of the task is changed so that the array is presented
sequentially, then witness performance is dramatically better (Lindsay & Wells,
1985; Lindsay et al, 1991a).22 There is some evidence that U.S. police are starting
to use the sequential structure more regularly: perhaps even as many as 15% of
lineups in some areas are now sequential (R. S. Malpass, personal communication).
It is not clear that the measures developed under the assumption of simultaneous
lineup structure will be useful for the evaluation of fairness in sequential lineups, and
it is therefore also not clear that the inferential considerations developed in this paper
will be applicable to sequential parades without substantial modifications.
A possible way of approaching the problem is to use simultaneous lineups to
test the fairness of sequential lineups (the lineups would, of course, have the same
members!) It is probably reasonable to assume that fair simultaneous lineups are
also fair sequential lineups,23 and that foils who are plausible in a simultaneous
lineup will also be plausible in a sequential lineup. This implication is probably
only true in one direction, since there is some evidence that sequential lineups are
relatively robust with respect to problems of low functional and effective size (Lindsay et al., 1991a). Fair sequential lineups are therefore not necessarily fair simultaneous lineups.
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